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ABSTRACT

This paper details our experiments and participation in the SIGIR
2025 LiveRAG Challenge. Our multi-step retrieval, reranking and
generation pipeline (aptly code-named "Ragmatazz") employs a
hybrid keyword and vector retriever for questions and synthetic
passages, a reranker distilled from monoT5 and a multi-attempt gen-
eration step. We also unsuccessfully experimented with applying
an additional LLM-based precision filter before answer generation.
Our findings offer insights into improving pre-generation relevance
in Retrieval Augmented Generation (RAG) solutions.
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1 INTRODUCTION

https://liverag.tii.ae/ The goal of the LiveRAG Chal-
lenge is to allow research teams across academia
and industry to advance their RAG research and
compare the performance of their solutions with
other teams

At OpenSource Connections (OSC) [2], we were immediately
intrigued by the LiveRAG Challenge. As the R in RAG stands for
Retrieval, which is our bread and butter, we wanted to explore what
we could bring to the table.

Our professional work extends beyond traditional search to en-
compass the rapidly expanding field of AL The LiveRAG Challenge
provided a unique opportunity to tackle the complexities of speed,
scale, and orchestration across various Al components. For our
small company it also posed the challenge of balancing the need to
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complete client work with the effort of a meaningful participation.
We successfully demonstrated that building a retrieval system meet-
ing the challenge’s 15-second time limit per question is achievable
even on modest hardware and with limited resources.

We utilized a four-step answer generation process, which will be
detailed alongside our experimental results on a synthetic dataset.
Our primary goal was not just to meet the challenge requirements
but to explore the boundaries of what’s possible within resource
constraints. Driven by the importance of high-quality search results,
we investigated an LLM-based precision filter to discard irrelevant
documents before answer generation. The appendices of this paper
include the prompts used in the challenge.

2 METHODOLOGY AND RESULTS

Participants were provided access to the API for generating artificial
questions for the challenge. The underlying engine, DataMorgana
[6], samples one or two documents from the FineWeb-10BT cor-
pus [12] and generates a hypothetical question and answer pair
grounded in these documents. We used the API to produce 999 ex-
ample questions (1000 minus one error response) along with their
relevant documents. We did not override the standard parameters
and let the DataMorgana defaults decide on the distribution of
question categories. The distribution of our development query set
is shown in Table 1.

Question Property Value Count (%)
Formulation verbose and natural 358 35.8
concise and natural 354 354
long search query 155 15.5
short search query 132 13.2
Answer Type factoid 218 218
multi-aspect 333 333
comparison 448 449
Premise without premise 703 704
with premise 296  29.6
User Expertise expert 493 493
novice 506 50.7
Relevant # docs 1 218 218
2 781 78.2
Total 999 -

Table 1: Distribution of question categories
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The challenge design withheld the question category informa-
tion in the final dataset, stipulating an arbitrary distribution. We
deferred any deeper analysis of the generated questions, particu-
larly concerning intent and category detection. From experience,
this analysis might have been helpful in allowing a more category-
targeted retrieval process.

We also did not assess the discriminative power of the queries
for the FineWeb-10BT documents; that is, we did not manually
verify whether the assumption held true that only the documents
used to artificially generate a query were relevant for that specific
query. When evaluating our retrieval steps against our recall target
metric, the recall achieved for the 1 or 2 relevant documents per
query served as a proxy for the recall against all potentially relevant
documents for that query.

For our participation we created a RAG pipeline with four steps:

(1) Retrieval
(2) Result fusion
(3) Reranking
(4) Result generation

We evaluated each pipeline step against the synthetic relevance
dataset without performing any additional manual relevance evalu-
ation. We concentrated our retrieval evaluation on recall, i.e. the
percentage of the relevant document our approaches were able to
return within the top ranked results. The following sections will
describe each of the pipeline steps and the recall at different rank
achieved after each step, respectively.

2.1 Retrieval

We ran a BM25 and a dense vector retriever using the original
question and a separate retrieval pass with an LLM-generated (using
the challenge’s Falcon3-10B-Instruct model) hypothetical paragraph
using HyDE [7] as queries.

For the BM25 retriever we indexed just the text fields of the 14.9m
FineWeb-10BT corpus documents into OpenSearch [11] and BM25S
[10], respectively applying an English stemmer. As expected, re-
trieval results were almost identical between the two indices and we
continued using the local BM25S index as the most portable option.
We used standard BM25S relevance scoring parameters (k1=1.5,
b=0.75, term frequency scoring “lucene”).

For dense retrieval we decided to not chunk the input as we did
not have the time and resources to experiment with an (approxi-
mately) 5x increase in (vector) data size. We tried to compensate
for some of the expected loss in recall by using a longer context
model and chose snowflake/snowflake-arctic-embed-1-v2.01[13] as
the embedding model without any changes or fine-tuning. We em-
bedded the corpus with half-precision and indexed the embeddings
using USearch [4] for approximate nearest neighbour retrieval.
We used m=32, ef construction=384 for index construction and
ef search=1024 for search.

!snowflake-arctic-embed-1-v2.0 was superior to the other models we compared against:

BAAI/bge-base-en-v1.5 (both, the basic model and a version fine-tuned on DataMor-
gana+FineWeb10BT generated questions) and intfloat/multilingual-e5-large-instruct.

Matthias Kriiger and David Fisher

Rank bm25s bm25s_hyde arc-embed arc-embed_hyde
1 216 137 .15 133
3 341 .236 267 231
5 .396 .284 .337 .28
10 472 .365 424 364
20 .546 .458 518 454
40 .616 .532 .615 541
100 71 .635 713 .651
1000 877 .844 .882 .853

Table 2: Mean Recall @ Rank for the 4 Retrievers

2.2 Result Fusion

We assumed that each retriever would positively contribute to the
combined relevance but wanted to test that assumption. We took
the four result sets and computed all Reciprocal Rank Fusion (RRF)
[3] combinations of any combination of two or more result sets
with values of the RRF parameter k ranging from 1 to 80. We fused
the top 1000 results from each result set respectively. We then chose
the combination yielding the highest R@100, our target threshold
for the subsequent reranking step.

Rank Combination k Recall@rank

1 b+b_h+a 19 .243
3 b+b_h+a 33 406
5 b+b_h+a 33 479
10 b+b_h+a 48 .567
20 b+b_h+a+a h 51 .648
40 b+b_h+a+a h 74 727
100 b+b_h+a+a h 79 .812

Table 3: Mean Recall of Best Combination?

Combining results from all four retrievers improved our R@100
from 0.713 (the best first-pass retriever) to 0.812. While using the
additional HyDE BM25 passage retrieval provided substantial ben-
efit, the HyDE passage dense retrieval results were not as essential.
The second best combination that did not include the dense HyDE
results (RRF bm25 + bm25_hyde + arctic-embed with k=71) was
close to the best overall (R@100 = 0.809).

2.3 Reranking

For each query we took the top 100 documents and performed basic
character-level chunking (1500 character chunks with 250 chars
overlap).®

We ran the query-chunk pairs through an unmodified version
of the monoT5 [1] distilled unicamp-dl/InRanker-base model [9]
and took each document’s top chunk’s score as the score for the
document.

2b=bm25s, b_h=bm25s_hyde, a=arctic-embed-1, a_h=arctic-embed-1_hyde

3We also experimented with sentence-level splits (using wtpslit and the segment-any-
text/sat-31-sm model) but surprisingly saw a slightly worse target performance at a
much higher cost of compute.
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Reranking had a positive impact on our relevance metrics al-
though our target metric Recall@5 (we were aiming at including the
top 5 documents in the generation prompt) only modestly improved
from 0.479 to 0.522. We performed another round of ensemble eval-
uation, testing whether any naive fusing of the reranker-based
results with any of the original retrievers provided any additional
relevance improvements but that was not the case.

Rank Recall@rank

1 291
3 461
5 522
10 612
20 .697
40 764

Table 4: Mean Recall after Reranking

2.4 Precision Filtering

With mean R@5 at 0.522 and mean R@20 at 0.697 we expected
room for further improvement by promoting relevant documents
ranked between positions 6 and 20 to the top 5 while removing irrel-
evant ones. We investigated whether an "LLM as a judge" approach
could reliably classify already reranked documents as "irrelevant”
or "relevant"” for a given query. Specifically, we aimed to determine
if applying an LLM-based "precision filter" to the top 20 results
would enhance our R@5.

We crafted two LLM prompts to judge whether a document was
relevant for a given query: one "strict" prompt (see A.2) that asked
the LLM to only consider the document relevant if it is directly re-
lated to the question and a more "lenient" prompt (see A.3). For each
query we then ran the top 20 documents from the previous retrieval
step through this prompt with 3 LLMs: the competitions main model
Falcon3-10B-Instruct and for comparison Google gemini-2.0-flash
and OpenAl gpt-4.1-mini.

Actual Falcon3-10B-Instruct gem-2.0-flash gpt-4.1-mini
rel irrel rel irrel rel irrel

rel 24.9% 75.2% 57.6% 42.4% 36.7% 63.3%

irrel 7.8% 92.2% 29.7%  70.3% 14% 86%

Table 5: Classfication Metrics Strict Prompt

Actual Falcon3-10B-Instruct gem-2.0-flash gpt-4.1-mini
rel irrel rel irrel rel irrel

rel 64.6% 35.4% 90.7% 9.3% 92.7%  1.3%

irrel 40.4% 59.6% 751%  24.9% 60% 40%

Table 6: Classfication Metrics Lenient Prompt

Conference’17, July 2017, Washington, DC, USA

Results show that the LLM based classifiers expressed a high
false negative rate when using the strict prompt (between 42.4%
and 75.2%) leading the filter to remove valuable documents from
the result set, and a high false positive rate when using the lenient
prompt (between 40.4% and 75.1%) leading the filter to keep irrel-
evant documents in the result. A high false positive rate could be
explained by documents in the corpus that are actually relevant
for the query but have not been used by DataMorgana when gen-
erating the question. The high false negative rate is probably best
explained by shortcomings in the prompt, LLM or the generated
question0 itself. It would have needed manual evaluation of the
question, document, LLM reasoning and more iterations of prompt
tuning for which we did not have the resources.

Rank Falcon3-10B-Instruct gem-2.0-flash gpt-4.1-mini

strict len strict len strict len
1 .285 .27 .283 .283 281 .294
3 458 426 447 444 464 465
5 527 486 .509 501 .525 521

Table 7: Recall @ Rank after filter

Our prompt-based precision filter did not improve overall recall,
a finding corroborated by the classifier accuracy metrics. Never-
theless, it yielded a notable improvement for a specific group of
queries. Specifically, for 306 queries where R@20 surpassed R@5
(indicating relevant results in ranks 6-20), the strict prompting preci-
sion filter boosted mean R@5 from 0.227 to 0.289 (consistent across
Falcon-10B-Instruct, gemini-2.0-flash, and gpt-4.1-mini). This posi-
tive effect on underperforming queries was unfortunately offset by
the filter’s tendency to remove highly ranked relevant documents
in other instances. Ultimately, this trade-off led to our decision to
forgo its use in the LiveRAG challenge.

2.5 Answer Generation

For the Answer Generation step we used a basic prompt (see Appen-
dix A.4) that included instructions to ignore irrelevant documents
and a request to summarize the answer from multiple documents.
We provided document identifiers and requested source attribution
in the prompt. We left the LLM with the choice to answer with a
fallback option if it was not able to generate a meaningful response
from the documents it was presented. We did not post-process the
documents before including them in the prompt but used the full
document content. We used the API version of Falcon3-10B-Instruct
(the model defined by the rules of the challenge) and did not modify
its parameter set.

From our previous experiments we had learned that following
our approach only about 50% of the relevant documents would be
covered up to position 5 and about 25% of the additional relevant
documents could be expected from position 6 to 40. We therefore
implemented a multi-step generation approach where we would
sequentially include content up to different document rank thresh-
olds and document lengths in the context until we received an
LLM response that was not the "Cannot answer" option. Using this
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approach we hoped to capture some recall from the documents
ranked after position 6. We set the following thresholds in order:

(1) 5 documents, 8192 characters

(2) 10 documents, 4096 characters

(3) 20 documents, 2048 characters

(4) 4 documents, 10240 characters

(5) 30 documents, 1536 characters

We evaluated the generation using two RAGAS [5] metrics in

Table 8. We used Faithfulness and AnswerCorrectness as analogs
for the metrics being used by the challenge. We used ChatGPT
40-mini as the model, in the interest of controlling cost. Here the
range of both is [0...1].

Faithfulness Answer Correctness
0.6760 0.4947

Table 8: RAGAS metrics on synthetic test set

Our expectation was that on the actual challenge data we would
see tolerable performance, not stellar nor abysmal.

3 RESULTS

Upon completing the final run, we were pleased to see that we were
at rank 5 for our challenge group. Above the median, a nice place
to be. Using RAGAS we computed our Faithfulness score, obtaining
a value of 0.7360. With the understanding that the RAGAS metric
is not directly comparable, we reviewed our actual performance, as
shown in Table 9. AnswerCorrectness is on the scale [—1...2] and
Faithfulness is on the scale [-1...1].

Faithfulness Correctness
0.519394 1.011956
Table 9: Official Challenge Scores

We are fifth in correctness and seventh in faithfulness. The mid-
dle of the road showing is consistent with our findings concerning
the importance of recall in the retrieval component. Of the 500 ques-
tions, we did not generate an answer for 86 of them. In a separate
run that did not include the iterative answer generation retry com-
ponent, we did not generate an answer for 165 of the 500. Clearly
that component contributed to our performance.

4 CONCLUSION
We employed a four step process for Ragmatazz.
(1) Retrieval
(2) Result fusion
(3) Reranking
(4) Result generation
Each of these steps were designed to fit all of their processing
into the 15 seconds per question time constraint of the challenge,
running on modest hardware.
We performed hybrid retrieval to boost the recall of candidate
documents. We used standard lexical search and standard ANN.
We used both the original question and a paragraph generated

Matthias Kriiger and David Fisher

by Falcon3-10B-Instruct. We fused the retrieval results prior to
reranking and submitting for answer generation.

We learned that we could garner some recall improvements when
using the generated paragraph for our BM25 retrieval. The same
did not apply for the dense retrieval. Result fusion for our final run
consisted of the results from 3 retrievers.

We reranked by chunking using a sliding window over the doc-
uments through an untuned reranker. We found a good increase in
the recall across the result sets, but that the improvement in the top
5 was less than desired. There is clearly an opportunity for more
detailed investigation into the reranking step.

We investigated an LLM-based precision filter of the reranked
results to aim to remove irrelevant documents from the top k. While
an interesting investigation, it did not yield performant results. This
component was not used in our challenge submission.

Our answer generation used basic system and user prompts,
shown in Appendix A.4 without any experimentation. Truth be told,
the performance with respect to the generated answers exceeded
our expectations.

We set out to learn a little, experiment a little, and explore the
space of RAG applications by participating in the LiveRAG chal-
lenge. We both achieved all of our objectives and demonstrated
that it is possible to do off hours experimentation in the RAG space
without breaking the bank.
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A SOURCE CODE

The full repository of our source code [8] is publicly available.

A.1 HyDE Prompt

System Prompt

You are an expert in many topics.
User Prompt

You are given a topic. Produce a creative sample paragraph
from a website loosely related to that topic. Imagine it
to be a paragraph from an online discussion forum or an
online news source. Evaluate your generated paragraph and
include your reasoning in your response. You will be rated
for creativity. Please respond with the following JSON
format:

{
"reasoning": "<your-reasoning>",
"paragraph": "<your-paragraph>"

This is the topic:
{{question}}

A.2 Precision Filter Prompt - Strict
System Prompt

You are an expert evaluating documents.
User Prompt

You will be given a document and a query. Carefully think
about whether the document contains specific information
to answer the query. A document that is generally about a
topic but not about specific aspects of the query is not
a key document in this case. For example, a generic
document about NBA Basketball should not be considered a
relevant document for the specific query "Who won the NBA
championship in 2015" but only for generic questions about
NBA basketball when they are addressed in the document.
Explain why you think it is or isn't a key document for
answering the query, then give your verdict. Use RELEVANT
only if the document directly answers at least aspects of
the query. Use IRRELEVANT if the document is not helpful
in directly answering the query. If in doubt consider the
document IRRELEVANT. Respond with the following JSON
format:

{

"reasoning": "<put your reasoning here>",
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"verdict": "IRRELEVANT or RELEVANT"

The document's URL:
{{url}y

The document' content:
{{passage}}

The query:
{{question}}

A.3 Precision Filter Prompt - Lenient
System Prompt

You are an expert evaluating documents.
User Prompt

You will be given a document and a query. Carefully think
about whether the document is somewhat helpful in answering
the query. Explain why you think the document would be
considered helpful by someone looking for an answer to the
query. Then include a final verdict in your response. Use
RELEVANT if at least parts of the document are helpful for
answering the query. Use IRRELEVANT if the document is not
really containing any useful information to respond to the
query. If in doubt consider the document RELEVANT.
Respond with the following JSON format:

{

"reasoning": "<put your reasoning here>",
"verdict": "IRRELEVANT or RELEVANT"

The document's URL:
{{url}y

The document' content:
{{passage}}

The query:
{{question}}

A.4 Generation Prompt
System Prompt

You are an expert. You answer questions truthfully based

on provided documents. You are talkative and provide

lots of specific details from the context. For each
document check whether it is related to the question. Only
use documents that are related to the question to answer

it. Ignore documents that are not related to the question.
If the answer exists in several documents, summarize them.
Only answer based on the documents provided. Don't make
things up. Always use references in the form [NUMBER OF
DOCUMENT] when using information from a document. e.g. [3],
for Document[3]. The reference must only refer to the number
that comes in square brackets before the passage. Otherwise,

539
540
541
542
543
544
545
546
547
548
549
550
551
552
553
554
555
556
557
558
559
560
561
562

578
579

580


https://arxiv.org/abs/2407.03618
https://arxiv.org/abs/2407.03618
https://github.com/opensearch-project
https://arxiv.org/abs/2306.01116
https://arxiv.org/abs/2306.01116
https://github.com/Snowflake-Labs/snowflake-arctic
https://github.com/Snowflake-Labs/snowflake-arctic
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591
592
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599
600
601
602
603
604
605
606
607
608
609
610
611
612
613
614
615
616
617
618
619
620
621
622
623
624
625
626
627
628
629
630
631
632
633
634
635
636
637
638
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do not use brackets in your answer and reference ONLY the
number of the passage without mentioning the word passage.
If the documents can't answer the question or you are
unsure say:

User Prompt

'The answer can't be found in the text'.

These are the documents:

{{passages}}

Question: {{question}}

Matthias Kriiger and David Fisher
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647
648
649
650
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668
669
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690
691
692
693
694
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