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Abstract

We ask whether a wireless mesh of consumer devices can host, train, or embody a language
model (LM), and under what objective such a network would be selected for. We answer in
the a�rmative, but only after splitting the question into two physically distinct transport
regimes that the same mesh must support simultaneously. The heavy path carries full-tensor
activations for distributed transformer inference and the digital signatures required for on-
chain settlement; it is bandwidth- and latency-bound and is viable only over short, high-
quality links. The light path carries closed-form symbolic morphisms produced by free-energy
regression over the transcendentally-complete eml operator; it is sparse, compressible, and
survives the lossy long-range links that dominate an o�-grid topology. We formalise the two
paths, prove a bandwidth-separation result that explains why naive distributed LLMs fail on
mesh hardware while the eml path does not, and show that the prior NWO/METASTATE
free-energy architecture already supplies the light-path machinery. We then extend the
substrate with the NWO Cardiac SDK: each operator's electrocardiogram (ECG) is shown
to contribute a phase reference that cheapens heavy-path synchronisation, a liveness nonce
that hardens the signature path, and a heart-rate-variability surprise term folded into the
network's variational free energy. The human ceases to be a relay and becomes a clock, a
key, and a sensor. We close by recasting the whole system as a single free-energy-minimising
organism whose Darwinian �tness is the negative time-integral of its variational free energy,
and we sketch the development path for nwo.capital and Imperium Romanum toward a
mesh-native language model.

Keywords: mesh networks, distributed inference, free energy principle, symbolic regression,
eml operator, federated learning, body-area networks, electrocardiographic synchronisation, de-
centralised AI, evolutionary �tness.

1 Introduction

Amesh network and a language model are categorically di�erent objects. A mesh is a communica-
tion architecture: a set of devices that relay data among themselves without �xed infrastructure.
A language model is a trained computational map that assigns probabilities to, and samples
from, sequences of tokens. The question �can a mesh become a language model?� is therefore
not a single question but a family of them, and the honest answers range from trivially yes to
not with this decade's hardware.

From a computer-science standpoint the trivial direction is settled. A su�ciently connected
mesh of programmable devices is a distributed computer; a distributed computer can simulate
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any neural network; a language model is a neural network. Hence a mesh can, in principle, host,
train, or embody an LM. The content of the question lives entirely in the word e�ciently. Four
obstacles�bandwidth, latency, synchronisation, and adversarial integrity�are what separate
the theoretical possibility from a deployable system, and every serious proposal for decentralised
inference lives or dies by how it confronts them.

This paper makes three claims.

1. The mesh must be split into two transport paths, not one. The failure of naive
distributed LLMs on mesh hardware is not a tuning problem; it is a consequence of a sepa-
ration between the information geometry of dense activations and the information geometry
of symbolic structure. We make this precise (�2, Theorem 1).

2. The light path is already built. The free-energy regression machinery of the NWO/METASTATE
corpus�the three-term functional, the eml operator as a minimum-description-length basis,
and programs as morphisms in a causal-structure category�is exactly the representation
that survives a lossy long-range mesh (�3).

3. The operator's heart closes the loop. The NWO Cardiac SDK turns each human into a
biometric subgraph that supplies timing, liveness, and a physiological surprise signal, allowing
the network to minimise free energy over the survival state of its own operators (�4). The
mesh thereby satis�es, formally, the de�nition of a self-organising adaptive system, and its
evolutionary �tness becomes a computable functional (�5).

The setting is not academic. NWO Blackbox is a deployed, single-�le, backend-free o�-grid
mission-control application: Meshtastic/LoRa transport, on-device inference, device-to-device
�le and voice transfer, an o�ine airdrop engine that signs EIP-712 claims and rides the mesh
until a node regains a link, and an embedded knowledge library. The theory below is a description
of what that artifact is already approximating and a speci�cation of what it should become.

2 The two-path mesh

2.1 Notation and channel model

Let the mesh be a time-varying graph Gt = (V,Et) with |V | = n devices. Each edge e ∈ Et is
a wireless link with instantaneous capacity Ce(t) bits/s and delay τe(t). Long-range LoRa links
have Ce of order 10

2�104 bits/s with τe of order 10
−1�100 s; local WebRTC/Wi-Fi-Direct links

have Ce of order 10
6�108 bits/s with τe ∼ 10−3 s. The mesh is thus bimodal in capacity by four

to six orders of magnitude, and this bimodality�not any average�is the governing fact.

We partition the tra�c the mesh must carry into two classes.

De�nition 1 (Heavy path). The heavy path H carries (i) intermediate activation tensors of a
partitioned transformer during distributed inference, and (ii) digital signatures and Merkle/keccak256
anchoring payloads required for on-chain settlement. Heavy-path messages are dense, order-
sensitive, and either large (activations) or integrity-critical and synchronous (signatures).

De�nition 2 (Light path). The light path L carries closed-form symbolic expressions�programs
in the eml basis�together with their scalar free-energy scores and the small biometric tokens of
�4. Light-path messages are sparse, compressible, and tolerant of delay and reordering.

2.2 Why one path cannot serve both

Consider distributing a transformer of ℓ layers across a path of k nodes, so that node j holds
a contiguous block of layers and forwards a hidden state h ∈ Rd (sequence length folded into d
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for brevity) to the next. Autoregressive generation of m tokens requires, per token, a forward
sweep across all k cuts. The wall-clock cost of one token is

Ttok =
k∑

j=1

 b d

Cej︸︷︷︸
transmit cut j

+ τej + tcmp
j︸︷︷︸

compute block j

 , (1)

where b is bits per activation component. The compute terms tcmp
j parallelise across the pipeline

once it is full; the transmission and delay terms do not, because each cut is a sequential depen-
dency in the forward sweep. For a d ∼ 104 model with b = 16 and a single long-range cut at
Ce = 103 bits/s, the transmit term alone is bd/Ce ≈ 1.6 × 102 s per token. The delays τej add
on top. This is the quantitative form of the bandwidth and latency obstacles: the heavy path
is feasible only when every cut lies on a local high-capacity link, i.e. when the partition never
crosses a long-range edge.

Now contrast the light path. An eml program π of tree depth δ encodes in O(δ log a) bits,
where a is the operator alphabet size; empirically δ ≲ 30 and the alphabet is small, so |π| is of
order 102�103 bits regardless of d. The light path is therefore insensitive to model width and
rides comfortably on the same 103 bits/s link that strangles the heavy path.

Theorem 1 (Bandwidth separation). Let a generative task be solvable either by a dense model
of width d transported on the heavy path, or by an eml program of depth δ transported on the
light path, to the same expected free energy. On a mesh whose minimum cut capacity is Cmin,
the per-inference communication cost satis�es

costH
costL

= Θ

(
b d

δ log a

)
,

which diverges as model width grows while δ stays bounded. Consequently there exists a capacity
threshold C⋆ such that for all Cmin < C⋆ the light path attains a strictly lower wall-clock cost for
the same task quality.

Proof sketch. The heavy-path cost is dominated by the width-proportional transmit term in (1)
summed over cuts that include at least one long-range edge; the light-path cost is the depth-
proportional encoding O(δ log a) plus a single end-to-end delay, since an eml program is eval-
uated locally once received and is order-insensitive in transit. Taking the ratio and absorbing
constants yields the stated Θ(·). The threshold C⋆ is the capacity at which the heavy-path trans-
mit term equals the light-path encoding term; below it the light path wins monotonically.

Remark 1. Theorem 1 reframes the entire �distributed LLM� debate. The correct architecture is
not to choose between centralised GPUs and a distributed mesh; it is to route dense computation
onto local high-capacity clusters (heavy path, con�ned to a connected local subgraph) and
structural computation across the long-range mesh (light path). The mesh is a language model
when its long-range tra�c is symbolic.

3 The light path: free-energy regression over eml

The NWO/METASTATE foundation supplies the light path in �nished form. Under the Free
Energy Principle, any self-organising agent minimises variational free energy, equivalently per-
forms approximate Bayesian inference. METASTATE scores a signal s against a hierarchical
generative model m by the three-term functional

F(s) = Eq

[
− log p(s | η,m)

]︸ ︷︷ ︸
accuracy

+DKL[q(η | µ) ∥ p(η | m)]︸ ︷︷ ︸
recognition complexity

+ λ depth(eml)︸ ︷︷ ︸
structural complexity

, (2)
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in which the temporal prior is the accuracy term, the process-matrix recognition density is the
recognition-complexity term, and the symbolic head's depth penalty is the structural-complexity
term. Minimising the single functional (2) trains all three simultaneously.

The decisive property for the mesh is that free-energy regression over the transcendentally-
complete eml basis is minimum-description-length inference: the depth penalty λ depth(eml)
is a code length. The object the regressor emits�an eml program π�is therefore already the
shortest faithful description of the structure it found, which is precisely the object one wants to
transmit on a starved channel.

Proposition 1 (The light path is MDL-optimal transport). For a �xed target free energy, the
expected number of bits the light path must move to communicate a learned structure equals,
up to the model's coding overhead, the description length λ−1 times the structural term of (2).
Minimising free energy at the producer node thus simultaneously minimises the communication
load it imposes on the mesh.

This is the reconciliation of the bandwidth obstacle: the same objective that makes the
model accurate makes its messages small. Two further METASTATE results matter here. First,
admitting a recognition density with inde�nite causal order recasts programs as 2-morphisms
in a causal-structure category C; composition of such morphisms is the natural algebra for
assembling partial results arriving out of order across a mesh, which is exactly the reordering
tolerance the light path requires. Second, the self-opacity bound O(t)�the same free energy
that scores anomalies bounds what a node can know about its own inference�gives a principled,
local criterion for when a node should defer to neighbours rather than transmit, throttling the
light path by epistemic need rather than by heuristic.

4 The cardiac layer: the operator as clock, key, and sensor

We now extend the substrate with the NWO Cardiac SDK, which samples each operator's ECG
for biometric identity and mints soul-bound credentials. The naive reading��heartbeats are
mesh nodes��is false: a heartbeat has no transport capacity and cannot relay packets. The
correct and stronger reading is that each ECG-equipped operator induces a body-area subgraph
that feeds the two-path substrate three distinct quantities, each on the light path, each derived
on-device so that raw waveforms never leave the body.

4.1 The heart as a phase reference (synchronisation)

Let operator u produce R-peaks (the sharp QRS spikes of the ECG) at times {rui } with inter-
beat intervals ∆u

i = rui+1 − rui . An R-peak is a hardware-clean, locally observable timing event.
De�ne the operator's cardiac phase

ϕu(t) = 2π
t− rui
∆u

i

, t ∈ [rui , r
u
i+1). (3)

Devices within one operator's body-area subgraph share ϕu for free� they all observe the same
heart�so they can phase-lock their local frames to a common reference without exchanging
synchronisation packets. The synchronisation obstacle of �2 is, for an intra-operator cluster,
dissolved: the shared cost of a sync beacon is paid by physiology, not by the radio. Across oper-
ators, beats are independent and serve instead as decorrelated entropy sources (next subsection).
We model the residual inter-operator drift as a Kuramoto-type coupling on the cardiac phases,

ϕ̇u = ωu +
K

|N (u)|
∑

v∈N (u)

sin
(
ϕv − ϕu

)
, (4)

where ωu = 2π/∆̄u is the operator's intrinsic rate and K the (small) coupling induced by
exchanging only R-peak timestamps on the light path. Equation (4) makes precise the sense in
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which a population of operators can approach a loose collective rhythm without ever transmitting
waveforms: timestamps are bytes, hearts are oscillators.

4.2 The heart as a key (liveness and integrity)

The on-chain/signature portion of the heavy path requires proof that a live human authorised
a settlement, not that a leaked key was replayed. From a windowed segment of ECG the SDK
derives, on-device, a freshness nonce

νut = HKDF
(
features(ECGu

[t−∆,t])
)
, (5)

where features(·) extracts only non-invertible, quantised descriptors (e.g. binned inter-beat-
interval statistics) and HKDF is a standard key-derivation function. The operator then signs
the EIP-712 claim payload c as

σ = Signsku
(
c ∥ νut ∥hu

)
, hu = keccak256(soul-bound ID), (6)

binding the transaction to a fresh, living heartbeat and to the soul-bound identity already
anchored on Base. A replayed signature carries a stale nonce and is rejected. This is proof-of-
liveness signing: the heartbeat gates the transaction. Crucially the nonce is a few bytes and
travels the light path, even though it secures a heavy-path settlement�the two paths cooperate
rather than compete.

Remark 2 (Privacy is a design constraint, not an afterthought). Raw ECG is special-category
health data and inter-beat timing can re-identify individuals. The construction above emits only
quantised, non-invertible scalars and one-way nonces; waveforms remain on-device. This is not
merely ethical hygiene�it is what keeps the cardiac contribution on the light path, since scalars
are cheap and waveforms are not. Privacy and bandwidth are aligned.

4.3 The heart as a sensor (a physiological surprise term)

Heart-rate variability (HRV) is among the most validated physiological indicators of stress, hy-
poxia, fatigue, and duress. Let Hu

t denote a standard HRV statistic over a recent window. We
fold the operators' health state into the network's generative model by augmenting the free-
energy functional (2) with a cardiac surprise term:

Fnet =
∑
u∈V

(
F
(
su
)
+ β Eq

[
− log p

(
Hu

t | η,m
)])

, (7)

where β weights physiological surprise against signal surprise. The mesh now minimises a single
objective (7) that includes the survival state of the humans embedded in it: an operator entering
duress raises − log p(Hu

t | η,m), raising network free energy, and the free-energy-minimising
policy of the mesh (re-routing, alerting, prioritising that operator's claims, dispatching a robot)
is the action that reduces it. The heart is a sensor whose readings are �rst-class terms in the
network's cost.

5 The mesh as a distributed organism

Sections 2�4 let us make the organism claim precisely rather than metaphorically. A system is
self-organising and adaptive in the free-energy sense if it possesses (i) a generative model of its
environment, (ii) a recognition process that performs approximate Bayesian inference under that
model, and (iii) an action policy that minimises the resulting free energy. The two-path mesh
has all three: the distributed eml regressors are the generative model; free-energy regression
on the light path is the recognition process; and routing, settlement, robotic actuation, and
operator alerting are the action policy. Equation (7) is its free energy, and by construction it is
a quantity the network actively minimises.
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5.1 Fitness as negative integrated free energy

The brain provides the licensing analogy: no single neuron contains language; language emerges
from interactions among billions of neurons, with knowledge distributed across the network.
Our mesh is similar in form�no node contains the whole model; capability emerges from the
composition of eml morphisms in C across the light path�and now also in drive, because (7)
couples the network's cost to the viability of its biological members.

De�nition 3 (Mesh �tness). The evolutionary �tness of a mesh con�guration θ (topology, par-
tition policy, model parameters, coupling K, weight β) over an epoch [0, T ] is

W(θ) = −
∫ T

0
Fnet

(
t; θ

)
dt − γ E(θ), (8)

where E(θ) is the energy (battery, spectrum, compute) the con�guration consumes and γ trades
survival of the hardware against accuracy of the model.

Proposition 2 (Selection favours the two-path split). Among con�gurations achieving a �xed
expected task quality, those that route dense computation on local heavy-path subgraphs and struc-
tural computation on the long-range light path attain strictly greater W on any bimodal mesh
(Cmin < C⋆), by Theorem 1 applied inside (8).

Thus the architecture this paper recommends is not merely engineerable; it is selected for. A
population of competing mesh civilisations, each free to choose its partition policy, converges
under (8) on the two-path organism. In the present epoch�ubiquitous low-power radios, scarce
backhaul, abundant edge silicon, and biometric wearables�this is the con�guration of maximal
evolutionary �tness, which is the sense in which the NWO Blackbox stack increases �tness �in
this day and age.�

5.2 Emergence: when does the mesh become the model?

The strongest version of the question�can the network's collective state be the language model,
with no node holding it�is answered constructively by the light path. If each node stores a
library of eml morphisms and the network composes them in C to answer a query, then the
model is the equivalence class of compositions the mesh can realise, and it lives in no node. Two
conditions govern emergence: the compositional closure of the stored morphism libraries must
cover the task's structure, and the light-path connectivity must let the required composition
complete within the query's free-energy budget. Both are explicit, checkable quantities, which
keeps �the mesh is the model� a falsi�able claim rather than a slogan.

6 Reconciling the four obstacles

We can now state how the framework answers each classical obstacle to mesh-hosted language
models.

Bandwidth.

Con�ned to dense activations, bandwidth is fatal (Theorem 1). Moved to eml morphisms,
the payload is width-independent and MDL-minimal; minimising free energy minimises the
bytes transmitted (�3). Heavy tra�c is quarantined on local high-capacity subgraphs.

Latency.

Sequential per-token sweeps across long-range cuts are the killer. The light path is order-
insensitive (morphism composition in C) and is evaluated locally on arrival, so end-to-end
delay is paid once, not per layer-cut per token.
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Synchronisation.

Intra-operator clusters phase-lock for free on the shared cardiac reference ϕu; inter-operator
drift is bounded by a Kuramoto coupling (4) driven only by light-path timestamps (�4).
Node churn degrades gracefully because morphisms are self-contained and reorderable.

Integrity.

Heavy-path settlements are gated by proof-of-liveness cardiac nonces and bound to soul-
bound on-chain identity; the self-opacity bound O(t) gives each node a local criterion to
distrust its own or a neighbour's inference. Malicious nodes cannot replay signatures (stale
nonce) and cannot in�ate their in�uence beyond what their free-energy contribution war-
rants.

7 Development path for nwo.capital and Imperium Romanum

The two-path organism suggests a concrete build order, each stage of which is already partially
instantiated in the deployed Blackbox artifact.

1. Light-path runtime. Ship an eml morphism interpreter as a �rst-class mesh message type
alongside the existing chat/�le/airdrop frames, with free-energy scores attached. (Builds on
the local-AI and data-tools subsystems.)

2. Heavy-path clustering. Detect local high-capacity subgraphs (WebRTC/Wi-Fi-Direct)
and admit transformer-partition inference only within them; never let a partition cross a
LoRa edge. (Builds on the D2D mesh and sensor subsystems.)

3. Cardiac binding. Integrate the Cardiac SDK so that every EIP-712 airdrop/settlement
carries a proof-of-liveness nonce, and publish R-peak timestamps as a light-path sync beacon.
(Builds on the o�ine airdrop engine and wallet.)

4. Collective objective. Expose Fnet (7), including the HRV surprise term, as the dashboard's
master metric, so the operator sees the organism's free energy and the actions that reduce
it. (Builds on Mission Control.)

5. Mesh-native LM. Populate nodes with composable eml morphism libraries and route
queries as compositions in C; the emergent model is owned by the network, settled on Base,
and governed by Imperium Romanum's transparency harness.

8 Conclusion

A mesh can host, train, or embody a language model�the open question was never possibility
but e�ciency, and e�ciency is decided by how the network treats its own scarcest resource,
long-range bandwidth. By splitting the mesh into a local heavy path for dense computation
and a global light path for MDL-minimal symbolic structure, and by proving a bandwidth-
separation result that makes the split mandatory rather than optional, we showed that the
NWO/METASTATE free-energy architecture is already the correct light-path substrate. Ex-
tending it with the Cardiac SDK turned each operator into a clock, a key, and a sensor, and folded
human viability into the network's variational free energy. The result is a system that meets
the formal de�nition of a self-organising organism and whose evolutionary �tness�negative inte-
grated free energy net of energy cost�is maximised, in the present technological epoch, precisely
by the two-path con�guration. The heart does not become a node. The heart becomes the pulse
by which a distributed organism keeps time, proves it is alive, and senses whether it should
survive.
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